
Digital restoration of ancient color manuscripts
from geometrically misaligned recto-verso pairs

Abstract

We propose a fast automatic procedure for registration and restora-
tion of images of recto-verso pairs of color manuscripts affected by
bleed-through distortion. The registration algorithm assumes a rigid
projective deformation of a side with respect to the other. The co-
efficients of the geometric transformation are computed from a large
number of pairs of matching points, automatically detected by exploit-
ing the estimates of local shifts between pairs of small patches. We
validate the efficiency of the registration algorithm through the per-
formance of a restoration method based on a model that relates each
couple of corresponding pixels in the two images, and thus requiring
a very accurate alignment of the two sides. The experiments show
that this combined procedure of registration plus restoration can pro-
vide an excellent removal of the bleed-through pattern, while leaving
unaltered the salient features of the original manuscript.

1 Introduction

The most frequent degradation affecting ancient manuscripts written on both
sides of the page is bleed-through, caused by the seeping of the ink through
the paper fiber. This makes the text of the reverse side to interfere with
the foreground text, thus making fatiguing and tedious the work of scholars
when reading or transcribing the manuscript. This damage persists in the
digital acquisitions becoming a standard in archives, museums and libraries,
for conservation and fruition scopes. Even scanned modern documents may
present a similar degradation caused by light transmission (show-through),
which may seriously downgrade the performance of OCR.
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Physical restoration of such manuscripts is impossible, since the chemical
substances needed would also destroy the ink of the foreground text. Digital
(or virtual) restoration thus represents the only viable way to remove or
attenuate these interferences from the digital versions of the manuscripts,
usually exploiting both sides, called recto and verso.

In [1], the Chan-Vese active contour model is modified to incorporate
recto-verso information, and then a function minimization technique cor-
rects the strokes cancelled where the two texts overlap. In [2], to classify
the pixels as foreground, bleed-through or background, a regularized energy
function is defined that uses as data term likelihoods derived from small sets
of user-labeled pixels, and as smoothness term a dual-layer Markov Random
Field (MRF). A 4-class classification approach is proposed in [3], by segment-
ing the recto-verso joint histogram with the aid of available ground truths.
Pixel misclassifications are then iteratively corrected by analyzing the con-
nected components in the segmented image, and the bleed-through regions
are inpainted with background patterns.

In other works, recto and verso are modeled as two parametric mixtures
of the uncorrupted front and rear sides, to be recovered by blind or semi-
blind source separation techniques. Linear models lead to fast algorithms,
based on Independent Component Analysis (ICA) or data decorrelation [4]
[5]. Compensations for the apparent non-linearity and/or non-stationarity of
the physical phenomenon have been attempted by MRF-based regularization
[6][7], or penalized Non-negative Matrix Factorization [8]. The non-linear
convolutional model derived in [9] for show-through inspired the work in [10],
where the non-linearity is assumed known, and the problem is regularized by
total variation. In [11] and [12], we experimented the same model for bleed-
through, employing either fully blind constrained maximum likelihood, or
off-line estimation of the model parameters. For show-through, in [13] a
quadratic convolutional model is solved through maximum likelihood, and
in [14] the parameters of a non-linear but invertible model are learned by
non-linear ICA. In [15], non-linear diffusion and wavelet transforms are used
to model and remove bleed-through. Finally, in [16] a non-stationary model,
linear in the optical densities, is experimented.

Since the above techniques are very sensitive to even slight misalignments
of the two sides, a very accurate registration of the recto and verso images
must be performed prior restoration.

To digitally acquire ancient manuscripts, usually professional cameras are
used, either high resolution CCD cameras or multispectral cameras, mounted
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on special mechanical equipments that guarantee a stable setup. Despite
that, misalignments between the images of the two sides are likely to occur,
due to the human intervention needed for turning around and repositioning
the leaf. Registration of recto-verso images is not an easy task, since the
intensity of corresponding foreground and bleed-through areas are usually
very different, bleed-through might only occur sparsely across the page, and
the binding of the page in case of books may have different degree of curvature
in the two sides.

General-purpose image registration techniques are surveyed in [17], whereas
[18] overviews methods based on mutual information, with application to
medical images. Registration methods specifically designed for recto-verso
pairs considered initially global and rigid affine transformations, whose pa-
rameters are estimated by minimizing the intensity differences between the
two sides [19], or, as in [20], through an improved, but computationally inten-
sive, version of the point pattern matching method [21] using local features
and local searching strategies. In [22], a first step of coarse alignment exploits
the correspondence of two “anchors” extracted from the two sides. Then the
recto is further matched with the verso using a block-by-block strategy, where
for each block on the recto the corresponding patch on the verso is searched
for in a larger window, by spatial cross-correlation. Since block-based align-
ment produces “holes”, a radial basis function technique is used to recover
lost information. In [23] we proposed using the Fourier-Mellin transform,
whereas, for printed documents, in [24] the rotation angle is estimated from
the recto bleed-through profile, and the vertical and horizontal translations
are estimated from profiles of both the verso foreground and the recto bleed-
through. Projective transformations have also been proposed, e.g. in [25],
where a feature-based method first detects the character contours, and then
uses the contour corners.

A non-rigid registration method is proposed in [26], where a global affine
transformation is combined with a free-form, hierarchical transformation
model based on B-splines and detected recto and verso corresponding control
points. A thin plate spline smoothness constraint is applied for minimizing
the residual complexity between the two sides, as done in [27]. However,
strong bleed-through is required to locate correspondences between bleed-
through and foreground. In [28], a similar method is proposed, where the
two sides are first globally aligned using the page outline, and then a local
grid point warp is applied combining the norm of differences between both
intensity and gradient with a content preserving smoothness penalty.
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In this paper we consider flat manuscripts (e.g. letters), so that we assume
a global rigid deformation of the horizontally reflected verso with respect to
the recto. However, we extend the transformation to be projective, since, be-
sides translations and rotation caused by turning around the leaf, accidental
movements of the camera (e.g., a small pitching moment), may also cause
scale changes and projective deformations.

We estimate the transformation parameters by least mean squares (LMSE),
based on a suitable number of corresponding points in the two images. Rather
than searching for matching points among the set of singular points, such as
corners or crosses, they are automatically detected by looking at the maxi-
mum of the cross correlation between small patches of same size and same
location in the two sides. In other words, the center of each recto patch
is assumed to correspond to that verso point having the coordinates of the
peak of the cross correlation function. Reasonably assuming a moderate mis-
alignment at local level enables performing this estimation by exploiting the
shift property of the Fourier Transform (FT), through the computation of
the cross power spectrum of the two patches. Using FFT, this computation
is very fast, allowing the quick detection of a very large number of relative
translations and then corresponding points, which makes more robust LMSE.

Since we consider RGB manuscripts, the subsequent restoration proce-
dure can be performed by applying separately to each pair of recto-verso
color channels any of the available algorithms for see-through removal from
recto-verso grayscale manuscripts, and then recomposing the restored chan-
nels to obtain the restored RGB sides. Note however that, to preserve the
original RGB appearance of the manuscript, the restoration algorithm must
satisfy precise conditions. Just to mention two aspects, a pixel should be
recognized as background, foreground or see-through in all the three color
planes, and the graylevel range of each color plane must be conserved. Hence,
for instance, an algorithm that provides an almost binary result is not suitable
for color preservation purposes. In [16] we proposed a restoration algorithm
for grayscale recto-verso pairs that possesses the requested properties.

This algorithm is based on a data model where the observed optical den-
sity of each side is given by the linear combination of the density of the
undegraded side and an ink-smeared version of the ideal density of the oppo-
site side, weighted by a pixel-dependent positive parameter, which represents
the degree of attenuation of the text that shines through. Based on simple
considerations, these interference levels are estimated from the data, and the
data model is then inverted in a single step, making the algorithm very fast.

4



The algorithm is able to remove only the unwanted interferences, while pre-
serving other patterns, such as stamps or pencil annotations, that are peculiar
of each side, as well as the original colors of foreground and background.

The paper is organized as follows. In Section 2, the projective registration
method is described. Section 3 summarizes the model-based algorithm for
bleed-through removal, while Section 4 is devoted to experimental results on
ancient color manuscripts, either acquired through a high resolution CCD
camera or a multispectral camera. In Section 5 we analyze the performance
of the method, and, finally, Section 6 concludes the paper with possible
improvements and extensions.

2 The registration method

Depending on the acquisition device, we distinguish two cases. In CCD cam-
eras, the three Red, Green and Blue channels rc(i, j) and vc(i, j), c = {R,G,B}
of each side are aligned, so that we can consider the same projective transfor-
mation for the three pairs of homologous channels. Professional multispectral
cameras acquire instead separately the three color channels, by using differ-
ent filters, often causing the further misalignment between the color planes.
Color shift correction, necessary for any kind of analysis of the manuscript,
is even more critical when comparing recto-verso pairs, since, due to the hor-
izontal reflection of one of the images, the misalignment of the color planes is
“inverted” in the two images. Among the various possible strategies, we chose
to first align the recto color planes and then geometrically register the two
sides through the application of three different projective transformations,
one for each pair of color channels.

Let us first assume the perfect alignment of the color planes. If (x, y)
and (x + ∆x, y + ∆y) are two geometrically corresponding locations of the
recto and verso sides of the physical manuscript, a projective transformation
between the two locations, unique for the three pairs of homologous channels,
has a form like the following one: x+ ∆x

y + ∆y
1

 =

sx · cos(θ) + pxbx −sy · sin(θ) + pybx bx
sx · sin(θ) + pxby sy · cos(θ) + pyby by

px py 1

 x
y
1

 (1)

where homogeneous coordinates are used, bx and by, sx and sy, px and py
represent translations, scale factors and projective deformations, respectively,
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along the x and y axes, and θ is the angle of rotation. Thus, given the
digital images vc(i, j), c = {R,G,B} of the verso, their versions registered
on the recto will be built by applying to each pixel (i, j) of a ordered grid
the transformation above, and then computing its graylevel by interpolating
the values of those pixels that, in the original verso, surround the possibly
non-integer location so found. In this work, we adopted bicubic interpolation.

To determine the seven parameters of the transformation in eq.(1) by
using LMSE, a minimum of four pairs of corresponding locations are needed.
Of course, a larger number of pairs will ensure more accurate estimates,
since possible small mismatches of the corresponding locations can be com-
pensated.

In general, automatically finding homologous pixels in recto-verso images
affected by see-through is not easy, since corresponding strokes may have very
different intensities, or even be absent in one of the two sides. The strategy
we adopt is based on the shift property of the FT, exploited to determine the
relative displacements of a large number of pairs of small patches selected,
at the same position, from the original recto and verso images. The patches
must have the following properties: i) whole background areas should be
avoided; ii) they must be small enough to assume that their misalignment
can be approximated by a translation only; iii) they must be large enough
to share a common portion of text. This last requirement, though implying
a moderate deformation between the two sides, is not too strict, since the
acquisitions of historical manuscripts are usually done with accuracy.

Given two patches f1 and f2 such that, in a common support, it is
f1(x + ∆x0, y + ∆y0) = f2(x, y), the following relationship between their
FTs holds true:

F2(ωx, ωy) = F1(ωx, ωy)e
j(ωx∆x0+ωy∆y0) (2)

from which:
F2(ωx, ωy)

F1(ωx, ωy)
= ej(ωx∆x0+ωy∆y0) (3)

Then, theoretically, the inverse FT of the ratio in eq. (3) will return a delta
of Dirac impulse located in (∆x0,∆y0). Nevertheless, as always happens
when inverse filtering is used, due to the presence of random noise, dissimilar
parts and gain changes, this operation produces a very noisy map, where
a trustable peak cannot be located. A more robust estimate of the cross
correlation between f1 and f2 is given by the inverse FT of the cross power
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spectrum:
F2(ωx, ωy) · F ∗

1 (ωx, ωy)

|F2(ωx, ωy)| · |F ∗
1 (ωx, ωy)|

= ej(ωx∆x0+ωy∆y0) (4)

where ∗ denotes the complex conjugate. The location of the now well emerg-
ing peak of the cross correlation function so computed defines the relative
displacement between the two patches. Once the displacement is estimated,
the center of the recto patch and the shifted center of the verso patch are
taken as a pair of geometrically corresponding locations, whose coordinates
will be used to estimate the coefficients of the projective matrix.

To detect the patches, a square window is simultaneously moved across
the two sides in such a way to span the whole image domain. The moving
step may have a size smaller than the window size, to increase the number
of detected corresponding points. According to the requested properties, the
pairs of regions that are good candidates to be used for robustly estimating
their relative displacements are those that both contain some text (either
see-through in one side and foreground in the opposite side, or mixed see-
through and foreground in both sides), and pure background regions, i.e.
regions with small values of standard deviation, are discarded. On average,
with this criterion, we are able to locate a large number of patch pairs, equally
distributed across the image. This condition is very important to capture the
different displacements caused by a projective transformation in the different
areas of the image.

The procedure above is depicted in Figures 1 and 2. Figure 1 shows
the recto-verso misaligned sides of a manuscript, where four pairs of useful
patches, out of the many selected, are highlighted and identified with letters
A, B, C and D. In Figure 2 the four patches are shown enlarged and paired
(recto on the left and verso on the right). The white crosses indicate the
central point of the recto and the corresponding point in the verso, found
through the cross power spectrum of the two patches.

In general, a single application of the registration procedure suffices to
obtain a satisfactory alignment of the two sides. However, when the defor-
mation is significant, it might happens that, in some areas of the image, the
two patches do not share any common pattern, so that the computed dis-
placement is wrong and meaningless. This, obviously, affects the accuracy of
the estimated transformation coefficients. Thus, it may be necessary to iter-
ate the procedure, until some measure of similarity between the two images,
such as the mutual information, stabilizes. In all our experiments, less than

7



(a) (b)

Figure 1: The mechanism to detect pairs of corresponding points - selection
of the patches: (a) recto with four patches highlighted; (b) the four patches
at the same position in the misaligned, mirrored verso.
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(a) (b)

(c) (d)

(e) (f)

(g) (h)

Figure 2: Corresponding points detected via cross power spectrum of the
four pairs of patches highlighted in Figure 1: (a) and (b) patches A; (c) and
(d) patches B; (e) and (f) patches C;(g) and (h) patches D.
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10 iterations were sufficient.
When the manuscript is acquired through a multispectral camera, we al-

ready mentioned that it is likely that the three channels of each single side
appear misaligned, as shown in Figure 3(a), where a detail of a manuscript
recto is shown. Consequently, the misalignment of the mirrored color planes
of the verso is “inverted” (see Figure 3(b)). To correct the color shift and
geometrically register the two sides, we start correcting the color misalign-
ment of the RGB recto (Figure 3(c)). This is trivial if, disregarding possible
different resolutions of the three color filters, we assume the color shift only
caused by global displacements between the three channels. Hence, choosing
a reference channel, the relative displacements of the other two channels can
be computed still via the shift property of the FT, by using a single pair of
patches. Subsequently, we separately estimate and apply as described be-
fore the individual projective transformations from each channel of the color
corrected recto and the homologous channel of the acquired verso. The final
result is shown in Figure 3(d). It is apparent that in the registered verso the
correct RGB appearance has been restored as well.

3 The restoration method

The algorithm to remove bleed-through from registered RGB recto-verso
pairs is the automatic version of the one we proposed in [16], here sepa-
rately applied to each pairs of homologous color planes. Since this algorithm
acts at the level of the individual pixel, it also represents a way to validate the
performance of the registration algorithm. The images are modeled through
the following non-stationary, linear convolutional model:

Dc,obs
r (t) = Dc

r(t) + qcv(t) [hcv(t)⊗Dc
v(t)]

Dc,obs
v (t) = Dc

v(t) + qcr(t) [hcr(t)⊗Dc
r(t)]

t = 1, 2, . . . ,T, c = R,G,B

(5)

with

Dc(t) = −log
(
sc(t)

Rc

)
(6)

where Dc,obs
r (t) and Dc,obs

v (t) are the observed optical densities, and Dc
r(t)

and Dc
v(t) are the unknown, ideal ones, of the front and back side, respec-

tively, at channel c and pixel t. Each density is related to the corresponding
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(a) (b)

(c) (d)

Figure 3: Alignment of a recto-verso manuscript acquired with a multispec-
tral camera - a detail: (a) recto; (b) verso; (c) color corrected recto; (d) verso
aligned on the color corrected recto.
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reflectance sc through eq. (6), involving a suitable constant Rc that rep-
resents, in the two instances Rc

r and Rc
v, the mean reflectance of the recto

and verso background. The model includes two unit volume Point Spread
Functions (PSF), hcr and hcv, describing the smearing of ink that penetrates
or shines through the paper, thus allowing a pattern in a side to match the
corresponding one in the opposite side. These PSFs are stationary through-
out the image, but characterized by different gains qcr(t) and qcv(t), which
have the physical meaning of interference levels from the front to the back
and viceversa, at each pixel.

Eqs. (5) define 3 independent systems of equations. Thus, let us consider,
from now on, just one of such systems, and, for simplicity of notation, drop
the dependence on the specific channel c.

To invert this system, the model parameters Rr and Rv, qr(t) and qv(t),
∀t, and hr and hv, must be known. Taking advantage of the preliminary
registration step, Rr and Rv are estimated as the intensity averages within
the detected pure background patches. We assume that both hr and hv have
the form of a centered, Gaussian function, whose size and standard deviation
can be approximately estimated from the extent of the character smearing
in the bleed-through pattern.

To estimate qr(t) and qv(t) at each pixel t, we first apply the following
formulas:

qr(t) = Dobs
v (t)

hr(t)⊗Dobs
r (t)+ε

qv(t) = Dobs
r (t)

hv(t)⊗Dobs
v (t)+ε

(7)

where ε is a small positive constant to avoid indeterminacies or infinity.
It is apparent that eqs. (7) make both sense only when the ideal den-

sity is zero (i.e. background in both sides), also automatically returning null
interference levels that allow the reconstructed images to retain there the
observed values. For pixels of foreground in one side and see-through in the
opposite side qr(t) and qv(t) should be mutually exclusive, that is qv(t) > 0,
qr(t) = 0 or qv(t) = 0, qr(t) > 0. In practice, since only one of the two equa-
tions makes sense, we will obtain qr(t) > qv(t) > 0 when the first of eqs. (7)
does not hold true, and qv(t) > qr(t) > 0 otherwise. Assuming interferences
less dark than the foreground, the two cases are discriminated maintaining
the smallest between the two computed interference levels, and setting the
other to zero. In the occlusion pixels none of the two equations (7) hold
true, and give overestimated interference levels, causing the “cancellation”
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of the occlusion pixels in one of the two sides. Provided that the two inks
reflect similarly under the same wavelength, we can expect that the observed
densities at the occlusions are the highest across the manuscript and close to
each other, so that they can be located with the aid of suitable thresholds,
and then the two interference levels set both to zero.

Once the model parameters are known, Dr and Dv are computed through
the following single step:

Dr(t) = Dobs
r (t)− qv(t)

[
hv(t)⊗Dobs

v (t)
]

Dv(t) = Dobs
v (t)− qr(t) [hr(t)⊗Dr(t)]

(8)

More details can be found in [16], where this algorithm has been applied to
grayscale documents.

4 Experimental results

We present here some results of our experimentation on several recto-verso
pairs of color manuscripts, acquired either with a CCD camera or with a
multispectral camera.

We first present the results of the registration method. In Figures 4(a)-
(c), the original recto and verso of a 4356 × 3072 manuscript are shown,
along with their superpositions in transparency, showing a significant mis-
alignment. Figure 4(d) shows the superposition of the original recto with the
verso registered by our procedure. To obtain this result, approximately 4400
pairs of 101× 101 patches were selected, and the registration algorithm was
iterated in order to reach stabilization of the following measure of Normalized
Mutual Information (NMI):

NMI(r, v) =
MI(r, v)√
H(r)×H(v)

(9)

where MI(r, v) is the Mutual Information between the original recto r and
the registered verso v:

MI(r, v) = H(r) +H(v)−H(r, v) (10)

and H is the entropy. For this experiment, the NMI becomes stable after 5
iterations, with a typical increasing behaviour.
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(a) (b) (c)

(d) (e) (f)

Figure 4: Alignment of a recto-verso manuscript acquired through a CCD
camera: (a) original recto; (b) original verso; (c) superposition in trans-
parency of the two sides; (d) superposition of the two sides after projective
registration with our method; (e) superposition of the two sides after affine
registration with our method; (f) superposition of the two sides after affine
registration based on Fourier-Mellin. Original images (a) and (b): repro-
duction by courtesy of The Historical Archive of the Pontificia Università
Gregoriana, APUG 529, c. 134r/v (Fondo Clavius).
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Matrix P of the projective transformation, obtained by composing the
sequence of the matrices at each iteration, was:

P =

 0.969 −0.016 −1.071e− 05
−0.002 0.983 3.621e− 07
16.181 19.539 0.999

 (11)

By directly applying this matrix to the original misaligned verso, we ob-
tained the same registered image and a very similar value of NMI. By using
the same set of corresponding points, but estimating with our method the
matrix of an affine transformation, after 5 iterations the NMI was stable but
at a lower value. The superposition of the registered verso with the original
recto is shown in Figure 4(e). Finally, Figure 4(f) shows the superposition
of the original recto with the verso registered with an affine registration al-
gorithm based on the Fourier-Mellin transformation [23]. The value of the
NMI was the same obtained when the affine registration is performed with
our method.

Looking at both Figure 4(e) and Figure 4(f) it is possible to note that
the affine registrations worked quite well in the central part of the images,
whereas they performed very poorly at the corners.

Once the recto-verso pairs have been registered, and, when necessary,
the color corrected, we apply the restoration algorithm to each pair of color
channels, and then obtain the final result by recomposing the restored color
channels for each manuscript side. As already mentioned, the mean back-
ground value R for computing the optical density is automatically furnished
by the preliminary registration algorithm. As PSF, for all the experiments
shown below, we used the same Gaussian function, of size 11× 11 and stan-
dard deviation σ = 3.

For the recto-verso pair of Figures 4 (a) and (b), the results of restoration,
after registration with our method, are shown in Figures 5 (c) and (d) for
a detail, to better appreciate the satisfactory removal of the interferences,
while preserving the occlusion areas and the paper color and texture. Since
this detail has been selected in the central part of the images, its restoration
after affine registration was satisfactory as well.

We then selected another detail, picked up in the bottom left part of the
images. The original verso is shown in Figure 6(a), whereas Figure 6(b) shows
the result of restoration when registration is performed with our method.
Figures 6(c) and (d) show the verso registered with the method based on
Fourier-Mellin and the verso registered with our method, respectively, with
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(a) (b)

(c) (d)

Figure 5: Restoration of the registered recto-verso pair of Figure 4 (a) and
(b): (a) a detail of the recto; (b) corresponding detail of the registered verso;
(c) corresponding detail of the restored recto; (d) corresponding detail of the
restored verso.
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superimposed in red the maps of the non-zero qr values computed by the
restoration algorithm. It is apparent the noticeable mismatch between the
red pattern and the interferences to be removed when the affine registration
is applied, whereas the match is almost exact when the projective registration
is used. This means that the restoration of the recto-verso pair registered
through the affine transformation would leave, at best, the images unaltered,
with also the possibility that some parts of the foreground would be removed
in place of the interferences.

The subsequent Figure 7 shows the results of alignment and then restora-
tion of another manuscript. Note that restoration is able to remove almost
all the unwanted interferences, even if very inhomogeneous in intensity. Con-
versely, all the marks genuinely belonging to the manuscript, which carry on
information possibly useful to the scholars, have been preserved (i.e., the
marks left on the paper by the manuscript folding, the stamp in its original
color, and the pencil annotations at the top of the recto).

In the experiment of Figure 8 we performed color correction, alignment,
and then restoration of a manuscript acquired with a multispectral camera.
The performance of the procedure is comparable to the previous experiments.
We however recognize that some annoying single-color “imprints” of the re-
moved interferences are still visible in the restored images, due to the inho-
mogeneity of the background. However, since we know where see-through
was located, this effect could be corrected through inpainting with suitable
patterns extracted from the background texture, as done, e.g., in [3].

The example images processed for this work can be obtained upon re-
quest.

5 Performance evaluation

The registration algorithm was implemented in Matlab R2014 on a portable
computer with an Intel Core i7 2.9 GHz processor.

Table 1 shows the CPU execution times needed to register 6 pairs of
images of different size, content, and degree of misalignment. These CPU
times range from 3.8 sec. to 22.5 sec., and do not merely depend on the
image size. Rather, they are related to the different image characteristics,
e.g. amount of text with respect to background, which influences the number
of patches used, and number of iterations. For example, Img5 is registered in
3.8 sec. even if it is larger than Img1, which requires 22.5 sec. However, in all
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(a) (b)

(c) (d)

Figure 6: Restoration of a detail of the verso, after affine and projective
registration of the recto-verso pair of Figures 4 (a) and (b): (a) original
detail in the bottom-left part of the image; (b) detail restored after projective
registration; (c) map in red of the non-zero qr values after affine registration;
(d) map in red of the non-zero qr values after projective registration.
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(a) (b)

(c) (d)

Figure 7: Registration and restoration of a recto-verso manuscript: (a) orig-
inal recto; (b) original verso; (c) restored recto; (d) registered and restored
verso.
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(a) (b)

(c) (d)

Figure 8: Correction of the color, registration and restoration of a recto-
verso manuscript: (a) original recto; (b) original verso; (c) restored recto;
(d) registered and restored verso.
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Table 1: Registration execution time
Img1 Img2 Img3

rows x cols 2768 4020 2694 3882 3114 4416
M pixels 11.1 10.5 13.8
Exec. time (sec.) 22.51 12.79 14.04

Img4 Img5 Img6

rows x cols 3066 4362 3044 4323 1036 1360
M pixels 13.4 13.2 1.4
Exec. time (sec.) 13.77 3.8 6.33

cases, the execution times are acceptable for this application, and significant
improvements could be achieved by implementing the algorithm in a compiled
programming language, such as C++.

As per the algorithm scalability, we assumed that all subparts of a same
image exhibit approximately the same behavior, and selected, for each image,
different subparts of different sizes. As shown in Figure 9, for all the 6 images
considered the registration time is approximately linear with the subpart size.

We repeated the same experiment (not shown here) by using all image
patches without discarding those containing only background in one side.
The scalability behavior is still linear with size, though the execution times
are approximately three times higher, and a higher number of iterations is
also needed. However, the quality of registration, estimated through the
NMI, is the same.

6 Conclusion

We described an automatic and fast procedure for registration and digital
restoration of color images of recto-verso pairs of ancient manuscripts, de-
graded by bleed-through.

We assumed flat manuscripts but considered the rigid deformation be-
tween the two sides to be a projective transformation, which is frequent due
to accidental movements of the camera. Our registration algorithm can also
be applied for aligning multispectral acquisitions (e.g., outside the visible
range) of either a single side or both sides of a manuscript, and a simplified
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version can be used to align the color channels of manuscripts acquired with
multispectral cameras, where, usually, a mutual shift among them produces
a visibly unappealing alteration of the color of the text.

The subsequent restoration algorithm allows for an often very satisfactory
removal of the unwanted, uninformative interferences, while leaving unaltered
the original appearance of the manuscript, such as color and textures of the
paper, stamps, annotations, and all other aging marks. Furthermore, since
the algorithm acts at the single pixel level, it also constitutes an implicit way
to validate the registration quality.

Future improvements regard the extension of the registration algorithm
to non-rigid transformations, to cope with folding and curvature of the page,
when the manuscript is part of a book, for instance. Other issues, related to
restoration, regard relaxing the assumption of interference density lower than
foreground density, using inpainting to attenuate the “imprints” sometimes
appearing in correspondence of the removed bleed-through pattern, and find-
ing strategies for a more accurate selection of the model parameters at the
occlusions. These latter could range from the iterative refining of an initial,
rough estimate, to the inclusions of priors on the ideal images.
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